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1 Introduction

This prospectus describes the Information Discovery Graph, a distributed in-
formation discovery system that provides general information location from
the Internet. In this prospectus, I will first explain the motivating prob-
lem which the IDG is meant to solve. I will review the state of the art
and explain why none of the currently-available systems solves the prob-
lem of information discovery. ext will be a description of the Information
Discovery Graph design, detailing particulars of its operation. ome initial
simulation results and estimations will be presented, and these will show
the promise of this design. inally, the current status of the development
and an identification of ey features and potential problems for the ongoing
development will be given.

¢ round nd oti tion

In this section, I will discuss the motivation for the Information Discovery
Graph. The current state of information discovery tools is presented, as well
as how these tools fail to fully address the issues of information discovery.
This becomes the problem the IDG is designed to solve.

s more users connect to the Internet, the information available from the
Internet is growing. dditionally, as bandwidth increases and personal com-
puter power grows, multimedia information is becoming more prevalent.
This is obvious from the widespread popularity of G -format compres-
sion of audio, streaming real-time audio and video through such applications
as eal layer and vic vat, and the commonplace usage of graphics on eb
pages. learly, the amount of online information is growing far beyond a
small number of text files available on a handful of public T servers.

ith so much information on the Internet, the problem of locating rel-
evant information becomes more and more of a challenge. urrent ad-hoc
methods of finding information from the Internet have grown up around ser-
vicing a specific class of information, such as search engines for finding web
sites and directories for finding people s email addresses. o matter what
specific niche they serve, all information discovery tools share the same fun-
damental problems scalability, search response time, and low overhead.
Ideally, an information discovery system would provide a way for users to
search for specific topics as well as to browse for topics of interest. The sys-



tem should catalog available information in a semantically meaningful way
to support such topical searches. or example, for searching for a specific
topic, a user should be able to submit a uery for artificial intelligence, re-
ceive a list of all registered information sources about artificial intelligence,
and then choose to download the proceedings of a past conference on ar-
tifical intelligence. or browsing, an example would be a user accessing a
list of available topics, selecting science, getting a list of subtopics and
registered information sources concerned with science, selecting computer
science, receiving a list of further subtopics and resources concerned with
computer science, and selecting a streaming video of a college lecture about
artificial intelligence.

esides supporting semantic searching and browsing, an ideal informa-
tion discovery system should also handle both dynamic data sources that
have only a short time of availability as well as long-lived data sources. n
example of a dynamic data source would be an impromptu collaborative
brain-storming videoconference between members of a research group the
videoconference session may only last  minutes as the members discuss a
particular problem.  longer-lived data source could be a archival- uality
paper published electronically, whose intended lifetime is  or  years.

inally, the ideal information discovery system should be e cient as
well. earch times should be ept to a minimum, as well as networ over-
head usage. ince the system is a networ tool, it should be robust against
failures. nd, most importantly, the ideal system should be scalable enough
to support the expected continued growth of the Internet.

Designing a system to meet the above challenges is the problem of in-
formation discovery that I would li e to solve. This problem is worthy of
research since none of the past or current search tools fully meet all the goals
of the problem. To show this, I will next examine the past and current wor
in information discovery and point out salient features, both good and bad,
of their designs.

revious wor and current search tools have attempted to address this prob-
lem, with varying degrees of success. I will now discuss related research ef-
forts and information discovery systems, and how none of them completely
solves the discovery problem.



arvest was an earlier research e ort to build a scalable Internet infor-
mation discovery service. The arvest system is composed of five ma or
components Gatherer, ro er, Index earch ubsystem, eplicator, and

b ect ache. is deployed at a content provider s site and sum-
mari es local content for export to a central ro er. The collects
inputs from Gatherers and or other ro ers to create a database of the in-
dexed information. It uses the to not only build the
index database but also to respond to ueries against the database. To ma e
the indexes of ro ers widely available, the builds a wea ly con-
sistent, wide-area file system to replicate the indexes. provide
caching of ob ects retrieved from the system.

The original arvest pro ect ended in ugust . arious com-

ponents of the pro ect have become parts of commercial applications, and
a freeware version of smaller scope, by its own admission is in ongoing
development through a volunteer community
The arvest system, while commendable for its early recognition of the

information discovery problem, does not fully solve it.  arvest was de-
signed with the indexing of static data sources web pages, Gopher I
databases, etc. in mind it would not necessarily handle dynamic and fre-

uently changing data well. oreover, though it addresses scalability with
replication, the index database being replicated is a centrally-built one, and
thus it is still sub ect to the inherent scalability problem of central manage-
ment.

sdr is a session directory for locating multicast sessions from the one,
and , the ession mnnouncement rotocol , is the protocol that sdr
uses. The initial version of specified the use of a single global well-

nown multicast address, to which all session announcements are made and
to which clients listen for a list of active multicast sessions. The latest version
of , version , continues to use this single channel for globally-scoped
multimedia sessions, while locally-scoped sessions are announced to multi-
cast addresses which are based on the scope. In either case, the announce-
ment rate for any given channel is restricted to a fixed maximum bandwidth
rate in v , the default is bps , regardless of the number of ses-
sions being announced. essions thus announce themselves to a channel at
a rate proportional to the number of other sessions on that channel. ny



interested clients can listen to this channel, and within some period of time,
all sessions will eventually be heard. In essence, a soft state connection is
made between the sessions and the clients listening to the announcement
channel. To remove a session announcement, the soft state connection can
either timeout, or it can be explicitly removed either by specifying an ex-
plicit timeout start- and end-times for a session or with an explicit deletion
announcement.

The protocol presents a number of very nice features predictable
worst-case multicast bandwidth overhead, robustness against session failure,
and simplicity of design from the push nature of the announcement chan-
nel. owever, these attributes come at the price of long startup time for new
listeners, potentially unbounded session location time since multicast does
not guarantee reliable delivery of announcement messages, and no direct
searching capabilities. The lac of searching is supposed to be addressed by
the con unctive use of the ession Description rotocol , which provides
a means to supply meta-information about announced sessions such that a
listener could do some sort of searching or filtering based on content how-
ever, such handling of announcements is up to the listener.  urthermore,
the protocol is specifically intended for announcing long-lived multimedia
sessions, and is not intended as a general information base.  ther inds
of information, such as short-lived multimedia that has only a limited an-
nouncement window, would not fare well with S passive announcement
design. Though and D provide attractive features, the complete
problem of information discovery is not fully addressed.

eb search engines are still a commonly-used mechanism for locating con-
tent on the Internet. uch search engines are usually comprised of a cen-
trali ed database of web page s and a way to search and or browse the
database. earching usually involves eyword matching, based on the text
of the webpage and sometimes metainformation about the page s contents.
eb pages are added to the database either manually by self-registration or
automatically through crawlers.
ne significant problem of many web search engines is the poor algo-
rithms used to determine if a page matches a uery. In the field of informa-
tion sciences, this is expressed as the di culty of calculating the
of a web page . Ideally, a web page s relevance should re ect its semantic
content. owever, search engine technology has by and large not been able
to reach this goal. The ahoo engine is one notable exception, as they use



humans to manually determine the semantic content of every submitted web
site.  anual determination, though, is not a feasible scalable solution an
automated mechanism must be used.
ne of the first attempts at calculating relevance involved using a count
of eywords. This techni ue, though easy to compute, led to widespread
abuse, in the form of the practice of eyword stu ng, or artificially in at-
ing counts through repeated uses of eywords in hidden T tags or using
text color the same as the bac ground color. more recent development
in establishing relevance is calculating it by analy ing the graph formed by
the hyperlin s between pages. or example, the Google search engine uses
age an to recursively ran pages based on how many lin s point to the
page as well as the ran ings of those lin ing pages . Though the idea is
promising, it may not be as e ective as it appears for example, the so-called
bow-tie Internet structure presented recently suggests that webspace
is more disconnected than was previously thought, and this would reduce
the e cacy of the age an scheme. Though di erent search engines use
di erent ways to ran page hits, none of them except ahoo ade uately
capture the idea of semantic searching.
egardless of their specific di erences, the disadvantages to the general
search engine model are clear poor scalability due to a centrali ed informa-
tion base staleness of entries due to manual registration, or incompleteness
of coverage of the eb due to inade uate crawler performance inabil-
ity of traditional crawlers to find non-static web pages and for most
engines, lac of semantic organi ation or browsing. eb search engines do
not fully address the issues of information location.

recent trend in the Internet is the emerging usage of peer-based file shar-
ing, illustrated by systems such as apster, Gnutella, and reenet. egal
issues aside, these systems implement the idea of peer-to-peer networ ing to
varying degrees.
apster was designed specifically to share G -format audio files
between peers, using centrali ed databases to provide search capabilities.
nce a user has located a desired file, the client contacts the corresponding
client directly, and the two negotiate the file exchange. Gnutella  ta es
apster a step further by decentrali ing the searching into a peer-to-peer
recursive search each Gnutella user is interconnected in an arbitrary mesh
to other Gnutella users, and search results are dependent on the particular
peer through with the Gnutella connection is made. Gnutella also allows



for the searching of any inds of files, not ust audio files. It provides a
degree of anonymity during searches, since messages are ooded throughout
the Gnutella networ , but once a rende vous is established, clients connect
to each other via T and lose their anonymity. This is addressed by
reenet , which fulfills a similar role as Gnutella but provides stronger
anonymity for data consumers, data publishers, and bystander reenet
nodes. 1l data in the reenet networ is associated with a ey, which is a
hash of some descriptive text for the data. ach node also has a routing table
of other nodes and what eys they are thought to hold.  hen messages are
passed, either for re uesting or inserting data, the routing table is consulted
to find a path to another node. odes along the path of a successful data
re uest will cache copies of the data, as will nodes in the path of a data
insertion. This distribution of data, along with the inherent unreversability
of the - hashing algorithm currently being used, ma es it more di cult
for anyone to trace a particular user or piece of data
These three systems demonstrate the awareness of peer-based informa-
tion sharing as a viable solution to scalability. Their problems, however,
are evident apster relies on a centrali ed search mechanism Gnutella
searches are implementation-dependent each Gnutella node which receives
a uery can handle it in whatever way it pleases , leading to inconsistent
search semantics and reenet, following its philosophy of anonymity, does
not natively implement searching and re uires an out-of-band mechanism to
discover data eys. learly, none of these peer-based systems fully addresses
the information discovery problem.

D , the Domain ame ystem , is a widely-used system whose most
well- nown use is to provide mappings between host names and I addresses
for the Internet. Though this usage was an early motivation for its develop-
ment, D was also intended to provide a general distributed database
D is comprised of name servers and resolvers. are the
repositories of the data. are the clients which see information
from the system. The information is stored in the form of

s associated with a name. The namespace in D  is a variable-depth
tree of nodes, and a node s name is the concatenation of labels along the
path from the root of the tree to that node. s can hold any ind of
information at all, based on a Type and a lass field in each which
distinguishes the ind of data held in that record. To provide scalability
and robustness, extensive caching, in con unction with Time-To- ive fields



associated with each , 1s used to replicate data.

otwithstanding some growing pains, the history and successful deploy-
ment of D as a name mapping system has validated its design. ever-
theless, D has not been extensively used beyond host name-to-I address
mapping. ne main reason for this is the assumption that the informa-
tion in the system is mostly static. Though this is mostly true for host
names and I address information, such a presumption has inhibited the
use of D for more dynamic information. = owadays, in the present cli-
mate of phenomenal Internet growth, it is even less true for host names
and I addresses, though recently-proposed mechanisms such as Incremen-

tal one Transfer are dealing with this issue. ith such a limitation of
D it would be di cult to use it to fully solve the problem of information
discovery.

Inor tion ico r r

Given the deficiencies of the existing search tools, it would be worthwhile
consider building a new system that addresses the problem of information
discovery, with an eye towards scalability and an ability to handle dynamic
data sources. It should be reasonably robust against failures, and it should
provide good search times without excessive networ overhead. These re-

uirements motivate the design and development of my proposed solution,
which is called the IDG .

The IDG was originally developed as part of the emantic ulticast
pro ect, whose goal was facilitating collaboration through providing specific
multimedia content over a networ to users. The IDG s role in this pro ect
was to provide the directory and search mechanisms to locate relevant con-
tent. ccordingly, the IDG was designed to improve upon the performance
of sdr see ection . . . The original design of the IDG was documented in
a previous paper , and it has since been redesigned to address wea nesses
in the earlier model. T will now describe the first IDG design, explain its
deficiencies, present the updated design, and show how it addresses many
of the open issues of the first design.

The IDG is a directory that helps users rende vous with data sources that are
serving content of interest. The directory is organi ed around a hierarchical
taxonomy. The taxonomy is semantic in nature, with higher levels of the
hierarchy corresponding to broader semantic categories, and lower levels of



the hierarchy corresponding to more specific categories.  sample hierarchy
is shown in igure

igure simple taxonomy illustrating the semantic hierarchy of the IDG.

The IDG consists of managers, data sources, and clients. uti-
li e the IDG for interesting content. This content is represented by
a record for each data source is inserted into the IDG directory at
the appropriate location, based on the semantic classification of the content.
maintain the infrastructure of the directory. They handle the or-
gani ation of the hierarchy, the registration and unregistration of the data
source records, and the ueries from clients.

In the following sections, I will describe some of the details of the opera-
tions of the IDG in finer detail the semantic hierarchy, sharing information
between managers, load-balancing, how ueries are handled, caching, regis-
tration of data sources, and failure recovery.

ach manager is responsible for a specific semantic topic from the taxon-
omy. manager maintains a listing of the registered data sources for its
category.  dditionally, semantically-related managers organi e themselves
around multicast groups. These groups form the basis for the hierarchical
structure of the IDG. In each group, one manager is the parent for that
group, and the other managers are children. The only exception is the
top-most group, which has no parent. Groups are interconnected by man-
agers which are children of one group and parents of another group . ote
that each manager must be a child of exactly one group and can be a par-
ent of at most one other group. igure shows a section of a sample IDG



structure. The hori ontal axis is arbitrary, and the vertical axis represents
depth of the semantic tree.

igure section of the IDG showing the multicast group structure.

The managers in a multicast group periodically exchange messages with each
other through that group. These messages identify the sender, specify the
semantic topic being maintained by that manager, and provide a summary
of the data sources currently registered for that manager. The purpose
of these messages is twofold first, the information lets each manager in
a group now the same information, so they can all handle client ueries
e ually well and second, the message itself acts as a heartbeat for the
sending manager, providing a soft-state connection between itself and all
the other managers. This state information is utili ed in times of failure
recovery see ection

anagers must inform each other of their existence because the IDG hierar-
chy is not fixed rather, it grows and shrin s as the load on the tree varies.



If a manager gets overloaded with data sources, for example from a suddenly
popular topic, it can re uest help from a special pool of free managers. The
overloaded manager can then semantically split the topic for which it was
responsible into more specific subtopics. They then divest themselves of any
data sources that better match the other subtopic, and these data sources
are send to register themselves with the newly-added manager. In this way,
new branches of the IDG tree can be formed. n example of this load-
balancing is shown in igure a science manager finds itself overloaded,
so it splits 0 a new subtopic chemistry with a new manager from the
pool of free managers. It then sends all data sources that fall into the more
specific category to the new manager.

igure n example of load-balancing.

In a similar way, leaf managers that find their load below some threshold
will reali e their topic is too specific, and can choose to remove themselves
from the IDG, passing their data sources up to a more general parent man-
ager and eliminating their subbranches. sing the example in igure , if
the chemistry manager finds itself no longer needed, it can send any re-
maining data sources up to the parent science manager and remove itself
from the hierarchy. This load-balancing eeps the IDG hierarchy uid, al-
lowing it to adapt to the whims of topic popularity and balance its load



accordingly.

oth data sources and clients uery the IDG to find the manager responsible
for their topics of interest data sources locate these managers in order to
register themselves with the IDG, and clients locate these managers in order
to find such registered data sources. In either case, the procedure for the
uery is the same.
uery is generated specifying the topic of interest. The uery is then
sent to either a multicast group or any nown manager managers can be-
come nown to caches see ection .. . or a uery sent to a manager,
the manager either responds to the client with the address of the manager
responsible for the re uested topic if that manager nows , or the uery is
forwarded to another manager closer to the direction of the correct answer.
ince managers in a group share information about themselves, all managers
in a group now about each other. If the target manager is not in the group,
then the uery goes to a closer subtopic manager.

If the entity doing the uerying does not now of any managers, it can
send the wuery to a group, multicasting its wuery to all managers in that
group. ften this means sending to the top-most group, which is a well-

nown multicast address. or ueries sent to a group, each manager evalu-
ates the uery, and the manager whose semantic topic most closely matches
the wuery is the one responsible for responding. t that point, the uery is
handled as if it had been sent to that manager directly.

n example of a search is shown in igure . ere, a client wants to
find data sources concerning 1. The client first sends a uery to the top-
level group, multicasting it to the three top-most managers . The first
two managers ignore the uery, as it is not within their semantic domains,
but the science manager recogni es the topic within its branch and
forwards the uery down to the next level manager, the computer science
manager . The computer science manager nows that it has a child
manager concerned with networ s, but this does not match I, and so
the wuery can not go any deeper into the tree. Thus, the manager sends
bac a list of data sources that match I to the client

ne obvious scalability problem with the uery model is the fact that the
top-most group and other upper-level groups will become bottlenec s as



igure  The steps involved in a sample uery to the IDG.

more ueries are made. Thus, to avoid this problem, the IDG model calls
for extensive use of caching. pecifically, caches will be deployed to dis-
tribute the nowledge of the IDG hierarchy. The idea is similar to how D
caching wor s all clients should access the IDG through a local cache, and
as clients search and receive responses indicating the existence of managers
and multicast groups in the IDG, the cache will store the manager s I
address, its semantic topic, and what other managers it can reach.

The point of caching this information is to passively replicate nowledge
of the IDG hierarchy to local nodes. If a local cache now the exact IDG
hierarchy at a given point in time, then a uery for a topic would not have to
start at the top-most level and wind its way down to the manager covering
that topic. Instead, that uery could be sent directly to the matching man-
ager, s ipping all the steps on the path in between. or example, a uery
for artificial intelligence would not need to go to the top-most level, be
passed to the science manager, and then be passed to the computer sci-
ence manager instead,the uery would go straight to the computer science
manager, saving a multicast and a uery redirect.

owever, the IDG hierarchy can change over time due to adaptive load-
balancing. Thus, a cache may have outdated information about the hierar-



chy. eeping a cache consistent re uires significant overhead, usually in the
form of a continual stream of updates whenever changes occur. Instead of
incurring this high overhead cost, the IDG caches will be only best-e ort.
cache entry will be only be verified through its usage, not through any other
specific signalling method. In other words, no additional overhead will be
spent specifically to continuously validate cache entries.

ince only best-e ort caching is being used, it is certain that eventually
a cache entry will become invalid. If a cached group or manager has moved

because the hierarchy has been restructured , then the cache can simply

invalidate that branch of the hierarchy and restart the uery at the top-most
group, as if it had no nowledge of that part of the hierarchy.

bviously, the occurrence of an invalid cache entry incurs extra over-
head due toresending the uery, and so it would be wise to try to minimi e
such occurrences. ache entries become invalid when the IDG hierarchy
changes since the last valid usage of the entry, so caching may be unwise for
fre uently-changing portions of the hierarchy. owever, the hierarchy nearer
the top is unli ely to change as uic ly as the more dynamic parts nearer
the bottom edge, so it might be the case that only the top levels only a few
steps away from the root of the tree can be reliably cached. evertheless,
even a small amount of caching is worthwhile, as it provides more starting
points for ueries and avoids overwhelming the top-most multicast group
with ueries. In fact, the use of caching is very important in establishing
IDG s claim to scalability.

s mentioned previously, data sources register themselves with the manager
that matches their semantic topics. irst, the data source finds the appro-
priate manager through the uerying mechanism described above.  ext,
a registration message is sent to the manager, and an ac nowledgement is
returned. This exchange sets up a soft-state connection between the data
source and the manager. This connection must be periodically refreshed
by the data source, so as to prevent the buildup of stale registrations from
failed data sources. dditionally, the data source can learn if its manager
has failed and can ta e steps, such as re-registering, to eep its record in the
IDG current.



To provide a level of robustness, the IDG design includes a recovery scheme
to handle unexpected failure. If a manager in the IDG fails, it will stop
sending a heartbeat, and within a short period of time the other managers
in its group will notice the absence.  hen that happens, one manager will
ta e over the semantic topic that had been the failed manager s responsibil-
ity. This could potentially overload the recovering manager, necessitating a
re uest for a new manager to essentially replace the failed manager.

In the meanwhile, data sources that had been registered with the failed
manager will also notice the failure when next they refresh their soft-state
connections, and they will then re-register themselves with the new man-
ager. In this way, the IDG is self-healing in the case of a failure in the
infrastructure.

In developing a solution to the distributed information problem, two de-
sign goals had been identified serving information to the user uic ly, and
minimi ing the overhead and maximi ing the e ciency of the system. c-
cordingly, these two factors were examined for the IDG design, and the
results were compared against the ession nnouncement rotocol see ec-
tion

To compare search times, it is assumed the user has a particular multicast
session for or data source for IDG in mind and wishes to find it.

or , the search time can be calculated as the worst-case time for all
announcements to be heard. e ignore for this comparison the possibility
of dropped announcements. or a single announcer, the interval of time
between announcements is computed as folows given _ as the si e of
the announcement in bytes, and as the configured bandwidth limit of
the announcement channel in bits second, then

number of announcements

max _ , in seconds

This actually ignores a random o set calculated every announcement inter-
val, to prevent synchroni ation of announcements. Then, the total worst-



case search time for is

Tsap

Thus the search time for is linear in the number of announcements
being made, which means it is also linear in the number of data sources.
or the IDG, the search time to find a data source of interest is the
time to find the manager with which the data source has registered. To do
this, the search will traverse down the IDG tree, re uesting a listing of all
data sources from each manager in the path and chec ing each listing for
the desired data source. The time to find a manager is the time for the
uery to reach that manager from its starting point in the worst case, the
uery starts at the top-most group and the manager in uestion is at the
maximum depth in the tree. Then, given

branching factor of the IDG tree
depth of the IDG tree

number of data sources per manager
The search time for IDG is then

Tidg

This means the search time for IDG is linearly related to the depth of the
deepest manager, which is logarithmically related to number of nodes in
a balanced tree. ince the IDG has a limit on the number of managers
per multicast group, the tree will be balanced, and the number of nodes is
linearly related to the number of data sources. Thus, the search time for
IDG is logarithmic in the number of data sources.

To wuantitatively compare the and IDG search times, the derived
formulas were graphed, with values of and for the IDG
search time. The results, shown in igure , demonstrate the improvement
in search time in the IDG over

The other metric to compare is the bandwidth usage of the IDG. or ,

in the worst case a constant bandwidth is used for the announcement chan-

nel. In the initial version of , the suggested bandwidth limit was
bits second, and in the current version, the suggested limit is

bits second. Thus if is the pre-configured bandwidth limit, then

sap



igure omparison of search time between old IDG design and

To determine the IDG bandwidth usage, it is assumed that each multi-
cast group also has a bandwidth limit, ust li e s announcement chan-
nel, and in fact, assume that the limit is the same as for . s in the
analysis for search time, the assumption of a fixed number of data sources
per manager is also asserted. Then, for

number of data sources per manager
number of total data sources
number of managers

number of managers per multicast group
The total global bandwidth used by IDG is then
idg

This means the bandwidth used by IDG is linearly related to the number
of data sources. To confirm this result, a simple simulation of the IDG



with run using , , ,and data sources. The relatively low number
of data sources was necessary due to memory limitations on the machine
used for the simulations. To balance that factor, was set to  to force
more expansion of the hierarchy with fewer data sources. was set to ,
and the same bits second was used for both and IDG. The
simulations were run for seconds and the multicast tra ¢ usage was
recorded. igure shows the measured results, as well as the predicted
curves of bandwidth usage for and IDG.

igure omparison of bandwidth usage between old IDG design and

rom the calculation of the search times and bandwidth usage for
and IDG, it is clear IDG gained better search time over in exchange
for bandwidth usage. The source of this di erence comes from the semantic
hierarchy that was used to organi e the IDG. sing a semantic hierarchy and
top-down searching provides better searching capability, but the numerous



multicast groups used to support this organi ation had a multiplicative e ect
on the networ bandwidth usage.

learly, bandwidth usage in linear proportion to the number of data
sources precluded any claims of scalability for the original IDG design. The
next goal was reducing the networ usage of the IDG without giving up the
gains made in the search time. This was the motivation for the newer design
of the IDG system.

I 1n

aving addressed the issue of serving information to the user uic ly, the
redesign of the IDG attempts to now address the issue of serving the in-
formation in an e cient way. This new design is concerned primarily with
managing the networ overhead of the IDG infrastructure.

The overhead from the previous design of the IDG comes primarily from
the multicast messages exchanged between managers as part of their heart-
beat. This heartbeat is multicast periodically to all members of a group
to eep them aware of the existence of the sending manager and to share
information about that manager s semantic contents. ee ection . . for
more on the heartbeat. The issue becomes an optimi ation problem for
controlling the overhead from these heartbeat messages.

s was shown in ection ., the original design would use a linear
amount of networ bandwidth as the number of data sources grows, but
its search time was only logarithmic compared to s linear search time.
These di erences came about from the semantic basis of the IDG hierarchy
however, it was observed that if the hierarchy were based on topological
location, the search time would su er while the networ bandwidth usage
would improve. compromise needed to be reached between these two.
This reali ation led to redesigning the IDG structure to associate semantic
topics with topological geographic locations. 7y basing the hierarchy on
both semantic and topological factors, it was hoped to reap the benefits of
both while controlling the oint wea nesses.

To understand how such a hierarchy could wor , igure shows a sam-
ple hierarchy with the semantic topic and the location associated. In this
example, for simplicity, the world is two-dimensional. The scope of a mul-
ticast group is shown as a rectangle, and managers that now of each other
through a group are interconnected with lines of the same color as the text
for that group. ote this hierarchy has the same semantic structure as

igure on page



igure  The new IDG hierarchy, where location is associated with topic.

The point of this geographical semantic association is that now all inter-
manager communication related to a multicast group need only be locally
scoped the communications no longer need to be globally multicast. In this
example, the scope of a multicast group is represented by its si e. Thus,
only the top-level multicast group needs to have a global scope the other
groups only need to have a scope large enough that all of its members are
in that scope.

ne important feature of this new design is support for access control
for data sources.  data source may wish to limit its availability outside of
a certain scope, such as a corporation wishing to limit proprietary content
to its own local intranet. Data sources must now be classified as globally-
scoped or locally-scoped, and they register themselves di erently in the IDG.
Globally-scoped data sources treat the IDG as a semantic hierarchy, ust
as in the previous design they register themselves with the manager that
best fits their own topic. ocally-scoped data sources, however, treat the
IDG as a topological hierarchy they register themselves with the manager
that has the smallest scope that fits their own scope, regardless of that
manager s topic. This idea of scoped data sources is further described below
in ection



y eeping manager heartbeats locally scoped, the scalability problem is
addressed, since the lac of scalability comes from excessive global multicast
bandwidth. ocal multicast bandwidth does not add to the global usage,
and thus the scalability of the design is restored.

The introduction of this feature of associating location with topic re uires
some changes to the original IDG design to accomodate it.  amely, the
following issues are raised with regard to this change to the IDG structure
data source registration, the location of semantic subgroups, balancing the
load, and searching the IDG. ach of these issues are now discussed in
further detail.

ith a distinction between globally- and locally-scoped data sources, the
mechanism to register data sources must now be re-examined. ince all
data sources in the old IDG model had global scope, globally-scoped sources
in the new IDG model should behave similarly. amely, such data sources
register themselves with the same searching method from the old IDG design,
ignoring location information. This wuery method is now called the Top-
down approach, to distinguish it from another searching method introduced
in ection . below. igure illustrates a globally-scoped data source for
the sub ect I registering with the IDG. In this example, the data source
happens to be in a location near the sports multicast group however, the
location is ignored with globally-scoped sources. The source multicasts a
uery to the top-level multicast group . The science manager hears the
uery and forwards it to the computer science manager , who then
responds to the data source , and the data source can now register itself
with the matching semantic manager.
or locally-scoped data sources, the registration process is slightly dif-
ferent. ince locally-scoped sources treat the IDG hierarchy as topological
tree, the semantic topic is ignored and all that is re uired is to register with
the smallest scope that encloses the data source. igure shows an example
of this the same data source, in the same location, is registering, but this
time it is locally-scoped. The data source multicasts to the smallest scope,
in this case the sports multicast group . The sports manager, as par-
ent for that group, ta es the uery and responds to the source . ow
the data source can register with the topologially-local manager, ignoring



igure  The registration process for a globally-scoped data source.

its semantic topic.

The new IDG design re uires this di erence in how globally- and locally-
scoped data sources register with the IDG. Iso, unli e in the old IDG
model, data sources and clients now uery the IDG in di erent ways. lient
searching is described in ection . , below.

Given that the new design associates a location to each semantic group,
one uestion raised is if child subgroups need to have the same location
as their parent groups. Though this may be convenient for searching in a
bottom-up fashion see ection . , such a re uirement would mean extra
complexity and less exibility in the placement of managers. ortunately,
it is not necessary to place subgroups in the same location. or managers
which are remote, a local can be used to relay applicable messages via
a unicast mechanism.



igure  The registration process for a locally-scoped data source.

The proxy model is a simple way to maintain the local scope of the multicast
tra ¢ for a group without unnecessarily binding all managers of that group
to a specific geographic location. or example, in igure , one multicast
group is located in os ngeles, and a child group is located in ew or .
This implies the manager that lin s the two must also bein ew or this
ordinarily would necessitate globally-scoped multicast tra c¢ in the parent
group so as to reach this manager. owever, by inserting a proxy in the local

os ngeles scope, we can maintain locally-scoped multicast tra c, and the
proxy can pass information via unicast to the manager, thus incurring less
multicast overhead.

It is significant to note that though this sample hierarchy has the proxy
as a member of the parent group and the manager local to the child group,
the model will wor e ually well if the manager is local to the parent group
and a proxy is made local to the child group. ither situation can especially
occur if one of the groups has migrated recently see ection .. but
the other group has not, thus creating a separation between the two.



igure proxy in os ngeles forwards messages to a manager in ew
or .

The proxy relays messages between a multicast group and a remote manager
specifically, the two inds of messages that are relayed are the heartbeat
messages between managers and search ueries. These two types of messages
are handled di erently by the proxy.

eartbeat messages are shared to tell managers in a group about each
other. In the case of a proxy, the heartbeat messages must still be shared
with the remote manager. owever, rather than resending each and every
heartbeat message, the contents of all heartbeats received within some rea-
sonable interval of time will be aggregated before sending the information to
the manager. The interval of time spent gathering heartbeats can be tuned
to trade o  unicast networ overhead against the staleness of the data.

or heartbeat messages, the proxy acts more as a simple relay.

or search uery messages, however, proxies act as more than ust mes-
sage relays. In the IDG design, uery messages can be sent to a multicast
group, as ing for a response from the manager in that group who is closest
to the area being sought. or groups with proxies, the proxy will act on be-
half of the manager that is, the proxy will respond, if appropriate, without
consulting the manager for which it is proxying. This approach is necessary



because otherwise the proxy would have to continually relay uery messages

to the manager, and under even a moderate load of uerying, the networ

overhead from the fre uent unicasts would obviate any benefit from main-

taining locally-scoped multicasts. Instead, the responsibility of handling
ueries is placed on the proxy, eliminating this networ overhead.

ne other issue which must be addressed with the proxy model is how fail-
ure recovery is handled. In the previous IDG design, the heartbeat message
serves as a  eepalive notification if a manager fails, its peers note the
absence of the heartbeat and act to recover the failed manager s topics, pos-
sibly starting a replacement manager see ection .. . ow, the existence
of proxies must be incorporated into the recovery scheme.

If a manager that is connected to a proxy fails, the proxy will be re-
sponsible for recovery. The proxy will notice the failure through the loss
of the unicast connection between it and the manager. t this point, the
proxy will select a manager in the remote group and re uest failure recovery
through the starting of a replacement manager. This manager that has been
as ed for help can re uest a new manager from the free manager pool, in
the same way it would re uest help if it were overloaded. fter the replace-
ment manager is started, the proxy will establish a new unicast connection
with the manager to complete the recovery process. ote the proxy sends
the failure recovery re uest to the chosen manager via unicast, rather than
sending a multicast message to the entire remote group, since such a mul-
ticast re uest would need to be globally scoped, thus contributing to global
multicast usage.

dditionally, as a point of clarification, the previous IDG design did not
specify who has the responsibility of recovery if a manager fails. In case a
manager fails, its absence will be noticed by managers in the both the parent
group and the child group, if any. If the manager had no child group i.e., it
was a leaf manager , the first manager in the parent group that notices the
absence will be responsible for recovery. If, however, the manager did have
a child group, then to the managers in the parent group there is no simple
way to distinguish if only the manager failed or if the entire topic moved
away due to migration during load-balancing see ection . . . Thus, in
such a case the responsibility for recovering from a failed manager will be
on the managers of the child group, since they will now for sure that the
manager has truly failed.



alancing the load in the new location-specific design is a more complex op-
eration than in the previous IDG design. In the previous design, if a manager
became overloaded, it could re uest help from a pool of free managers. The
manager would semantically split its topic of responsibility, passing some
subset of the topic and matching data sources to the new manager. or
leaf managers, this would also entail creating a new child multicast group
to represent a new branch of the IDG hierarchy.

ow that semantic topics are intertwined with location, the procedure is no
longer so simple. otably, since managers are inherently associated with
some location, the pool of free managers must also be associated with a
location. Thus, many such pools will exist in the new design, and when a
manager needs help or wishes to release itself from the IDG to oin the free
pool , it deals with the nearest free manager pool.
ut what if the nearest manager pool is actually not very close This
leads to the possibility that a manager newly ac uired from the free manager
pool is actually far enough away to not be within the scope of the multicast
group that it needs to oin. In this case, a proxy can be activated as well,
thus maintaining the local multicast scope.

This use of proxies can lead to undesirable situations in the long term. If
a manager were to suddenly become severely overloaded and many proxied
managers were created to help, a multicast group might be found in the
state that most of its members were proxies, unicasting many copies of the
same messages to a distant location. In that case, it would ma e sense for
that entire group to move, or migrate, towards where most of its members
are located, in order to minimi e the networ overhead.

y allowing the geographical location of a group to move, we also solve
the problem of handling a cluster of clients which are distant from a partic-
ular group in which they are interested. s the demand for a topic grows,
that topic can also migrate towards the interested clients. Thus, the loca-
tions of topics in the IDG will naturally adapt to the dynamic demand of
the clients.

ne way to implement this migration scheme is to ma e use of the lo-
cali ed free manager pools. hen a group needs to migrate, it can tap



managers from the free pool near the location to which the group needs to
move. uch a move would then resemble a hando of duties, and the man-
agers in the old location can then add themselves to their own free pool of
managers. In this way, the adaptive benefits of load-balancing in the new
location-specific architecture are preserved.

The searching mechanism of the IDG changes in the face of the association
between location and semantic topic. ow, two di erent search methods
are re uired the approach, which locates globally-scoped data
sources and the approach, which locates locally-scoped data
sources. These are explained further.

Top-down searching is the same search strategy used in the previous IDG
design see ection .. . It is a breadth-first search of the IDG, and it
ignores locations in the hierarchy. In top-down searching, a uery starts
at a nown manager or group, or at the well- nown top-most group. The
uery is sent to the manager or multicast group a manager that believes its
descendants have matching information will forward the uery to a matching
child, who either answers the uery or continues to pass it further down the
hierarchy. The search stops when an apropriate response is found or the
uery can progress no further down the tree.
ote that if we assume our semantic taxonomy is su ciently well-defined,
the fanout of the uery should never get very large the uery should never
reach semantically unrelated areas of the IDG hierarchy, as those managers
should never forward the uery down, thus limiting how far the uery fans
out. In fact, given the taxonomies for the IDG, the fanout should be ex-
actly , since there should be no overlap in coverage of semantic topics.
This, however, is the result of a simplifying assumption for the taxonomy
see ection

y ignoring location and treating the IDG tree as a semantic hierarchy,
globally-scoped data sources can be uic ly and e ciently found with a top-
down search. The problem is, that approach is ine cient in locating locally-
scoped sources. uch sources are registered according to scope, not their



semantic category, and so a top-down approach would result in essentially
an exhaustive search.

Instead, a bottom-up search can e ciently find locally-scoped sources
with scopes matching the searcher. In bottom-up searching, the uery starts
at the smallest scope around the client, and the uery moves up through the
tree until it reaches the root. t every step along the path, locally-scoped
sources are chec ed for a semantic match with the uery, but the semantic
categories associated with each manager are ignored during this search.

This approach properly enforces access control through scoping, since

ueries only move up the tree, which corresponds to a widening of the scope.

oving down or sideways in the tree would correspond to chec ing other
scopes to which the client does not belong, which would violate access con-
trol. owever, a bottom-up approach would be ine cient for globally-scoped
sources, which are registered with the appropriate semantic manager.

Given that top-down is good for finding globally-scoped sources and bottom-
up is good for finding locally-scoped sources, it then ma es sense for the
client search mechanism to use both techni ues. Thus, for the new IDG
design, a hybrid search consisting of both methods will be used to ensure
finding all matching data sources in the proper scopes.

or a uery to move up or down through the IDG hierarchy, it can either be
forwarded or redirected. means a manager resends a uery to
another group or level without informing the uerying entity the client or
data source means a manager responds to the uerying entity
with another location, and it is up to that entity to send the wuery to the
new location.

learly, redirecting is simpler to implement but uses much more networ

overhead. orwarding avoids the overhead by not involving the uerying
entity during the search, but this turns out to be a double-edged sword since
the progress of the search is not reported, if a failure occurs, the uerying
entity does not now how far the uery got and must start the search over
from the very beginning. This all-or-nothing approach furthermore prevents
the uerying entity from learning about and caching the structure of the IDG
as the wuery travels see ection .. . uch caching was a crucial strategy
in the IDG design it allowed future top-down searches to start closer to



the 1i ely source of a match, thus moving tra ¢ away from the natural
bottlenec s of the upper levels of the hierarchy. learly, both forwarding
and redirecting ueries have advantages and drawbac s.

To resolve this decision, a combination of the two will be used ueries
will be forwarded automatically to the next level by managers, but the
manager will also send an ac nowledgment to the uerying entity to eep it
informed of the uery s progress. In this way, the path the uery ta es as
it traverses the IDG can still be learned, but the networ usage is strictly
less than a simple redirection strategy, since the uery need not be resent by
the wuerier after each level. This hybrid method provides the best of both
worlds of redirecting and forwarding the uery.

n i

The goal of this new IDG design is to reduce the networ bandwidth over-
head while maintaining the search time advantages. These two factors are
now studied.

The search time for IDG and are worst case bounds for a user to locate
any given data source which is of interest to the user. In , there are
no intermediaries, and data sources directly announce themselves to the
announcement channel. This analysis assumes global data sources, but the
same arguments hold for locally-scoped data sources as well.  or IDG, it is
enough to locate the manager which is responsible for the semantic subgroup
of interest to the client or data source.

s described in ection . , the search time for is linear in the
number of session announcements being made, or in other words, linear in
the number of data sources in the system. or the new IDG, the search
is comprised of the top-down uery and bottom-up uery. The top-down

uery is identical to the old IDG design s search, so the same result should
apply namely, the worse-case time comes from traversing a path from the
root of the tree to the deepest node. Given a constant branching factor, the
maximum depth of a tree is logarithmically related to the number of nodes
in that tree. Thus, the top-down search time is logarithmic in the number
of data sources.

or the bottom-up search, the uery starts in the smallest scope deepest
node and traverses a path to the root, chec ing for matching locally-scoped



sources at each step. sing the same notation as before

branching factor of the IDG tree
depth of the client

number of data sources per manager

Then the bottom-up search time is

Tbottom—up

This is essentially the same result as that of the top-down approach. um-
ming these two search times together, the result is, in the worst-case, merely
a constant factor increase of the old IDG design. Thus, in the new IDG
model, the search time is still logarithmically related to the number of data
sources, as opposed to the linear relation of

The design of calls for a fixed bandwidth on the global announcement
channel, independent of the number of data sources in the system. Due to
this, s multicast bandwidth usage is obviously very predictable. re-
dicting IDG s bandwidth usage, however, is somewhat more complicated.

In the previous IDG design, it was assumed that each multicast group
used a fixed amount of bandwidth, 1i e s single channel. Given that
each manager manages a fixed number of data sources in the worst case ,
then the number of multicast groups will be on the same order as the number
of managers, which is also linearly related to the number of data sources.
Thus, the assertion was that the bandwidth usage of the previous IDG design
would be linearly related to the number of data sources, which clearly does
not scale well. In ection ., igure shows the predicted usage, as well
as simulation results confirming the estimation.

or the new IDG design, first a clear distinction is made that the met-

ric of concern is the multicast tra c. ocal multicast tra c¢ does
not contribute to this metric, and this is the crux of the solution. y as-
sociating topological location with the semantic subgroups, inter-manager
multicast tra ¢ can now be confined to the local scope only. ithout this
inter-manager tra c, only the top-most semantic group will be exchanging
regular global multicast tra c. ince it is still assumed that each group will
continue to limit its bandwidth usage, then it is essentially identical to the
global announcement channel in , and a global multicast usage measure
comparable to s single-channel model.



Throughout the design and redesign of IDG, the focus has always been
on the controlling the multicast bandwidth overhead. owever, with the
new design, other sources of overhead exist in the model. These sources
include overhead from data source registration, the overhead from the usage
of proxies, and the overhead involved in the migration of a topic. These
sources of overhead need to be carefully examined to determine how much
impact they have on normal IDG operation.

urr nt t tu nd utur or

urrently, I am implementing the IDG design in simulation using the arsec
simulation language . Through this simulation I plan on verifying the
validity of the design analyses and assumptions. fter a successful simu-
lation, I intend to implement a prototype of the IDG for deployment and
further testing. dditionally, I hope to address some of the following issues
as future wor .

In this paper, I have assumed that scopes and locations are e uivalent, that
is, that all scopes are location-based. In a general sense, this is not necessar-
ily the case. coping can be done based on administrative boundaries ,
networ boundaries using TT scoping , or any other policy boundaries.

coping, then, is an independent dimension from locality, and it might pos-
sible to use such non-location-based scoping. The IDG design, however,
relies on location-based scoping to achieve good networ performance. It
would be useful to explore how a di erent ind of scoping would a ect the
performance of the IDG design.

Though we have presented the organi ation of the semantic taxonomy as a
strict tree-structured hierarchy, the field of library and information studies
states that nowledge is not so easily categori ed. Information can have
many cross-references and can be reached by multiple semantic paths. It
seems that a mesh structure, which allows for interconnections to represent
multiple categori ations, would be better suited to properly categori e the
taxonomy. uch a mesh structure would, however, present futher problems



with searching and traversing the information base. urrently, a simplifying
assumption is made and a simple tree is used to represent the semantic
ordering in the IDG, but the issue of designing and implementing a more
correct mesh structure bears future investigation.

The deployment of the IDG is a matter of some importance, even at this
early stage of its development. stimations about the particulars of the
IDG s deployment will obviously a ect its chances of being adopted for wide-
spread use. Two deployment issues to consider are who will provide the
infrastructure, and how will the topic location pairings be chosen.

The infrastructure of the IDG will be made up of a set of managers. These
managers are really processes that are run on some set of computers they
consume memory, processing power, storage space, and networ bandwidth
resources. Thus, it is necessary to explain who will deploy the IDG infras-
tructure.

The motivation for an organi ation to deploy IDG managers, other than
a purely altruistic attitude, would be to provide some level of good per-
formance for local users of the IDG. ince the IDG hierarchy is based on
location, it would be desirous to have as many topics from the hierarchy be
local to the user base. ote that it is not possible to force an assignment
of location to a topic the location is based on demand for a topic. ather,
local users accessing the IDG will generate a load on it, and by providing
local managers, that load can be handled by shifting some portions of the
IDG onto those managers. This brings the popular topics closer to the local
users, thereby providing better response time.

ven with this motivating factor to provide managers to improve local

IDG access, it is i ely that upper-level managers will need to be deployed by
some central agency much as the D root servers are deployed and admin-
istrated by 1 . ssuming the IDG becomes a standardi ed mechanism
for locating information on the Internet, such top-level deployment should
not be di cult to achieve.

second deployment issue to consider is how the initial topic location pair-
ings will be chosen. In the original IDG design, this was not an issue since



location was not a salient factor. owever, in the new design, the location
is significant.

To address this issue, it is important to remember that the location of
a topic can migrate, as described in ection .. . In fact, given a good
migration algorithm, it is therefore not important with what location a
topic is initially associated, as it will eventually migrate towards an optimal
location. learly this places a large responsibility on developing a good mi-
gration algorithm, but given existing research wor in determining hotspots
and web site popularity, for example, it is not unreasonable to rely on such
an algorithm.

onc u ion

The problem of information discovery on the Internet is already an im-
portant problem today, as users complain of information overload and the
di culty of finding specific information from the Internet. The problem s
importance will only get larger as networ capacity increases and computing
power grows. Though current ad hoc tools exist that attempt to address
the problem of discovery, none of them completely solves it. The Informa-
tion Discovery Graph is intended to be a discovery tool that addresses the
problems of scalability, search time, and networ bandwidth. ith its suc-
cessful development and deployment, Internet users will no longer need to
see messages li e our uery returned hits. Instead, the IDG will
let them once again be able to find simply the content they want.
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